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ABSTRACT

Representinggentpolicies compactlyis essentiafor improving
the scalability of multi-agentplanningalgorithms. In this paper
we focuson developinga pruningtechniquehatallows usto meige
certainobsenationswithin agentpolicies,while minimizinglossof
value. This is particularlyimportantfor solving nite-horizon de-
centralizedOMDPswhereagentpoliciesarerepresentedstrees,
and wherethe size of policy treesgrows exponentiallywith the
numberof obsenations. We introducea value-baseabsenration
compressioriechniquethat prunesthe leastvaluableobsenrations
while maintainingan error boundon the value lost as a result of
pruning.We analyzethecharacteristicsf this pruningstrateyy and
shav empiricallythatit is effective. Thus,we usecompacpolicies
to obtainsigni cantly highervaluescomparedwith the bestexist-
ing DEC-POMDPalgorithm.
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1. INTRODUCTION

Policy treesare often usedto representconditional plans for
agentsoperatingin partially obsenable environments.Eachnode
of a policy treedetermineghe next actionto be taken anda tran-
sition to a sub-treethat dependson the obsenation madeby the
agent.Thisrepresentatiohasprovedusefulin partially-obserable
MDPs andtheir multi-agentcounterpart4DEC-POMDPs)5, 11,
14]. DEC-POMDPoffer arich languageto represenmulti-agent
planning problemsin stochasticdomains,where eachagenthas
different partial information aboutthe domain(determinedby its
obsenrations). They have beenusedto model multi-robot coordi-
nationproblemsmulti-agentcommunicationanddistributedload-
balancingproblems. A detailedsuney of existing algorithmsand
applicationsof DEC-POMDPSs availablein [10]. Wefocusin this
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paperon oneof thekey bottlenecksn DEC-POMDPalgorithms—

the extremelylarge spaceof joint policies. Evenwith small prob-

lems, it is not feasibleto explore the entire spaceof joint policies

thatagentsmayfollow. Thememoryrequirementsf thisrepresen-
tation have limited the scalabilityof solutiontechniquedor decen-
tralizedPOMDPs.

Several pruning methodshave beenintroducedto addresshis
dif culty . Oneapproachnvolvespruningof dominatedstrategies
thatareprovably useles$5]. It allows alargenumberof policiesto
be excludedfrom consideratiorwithout compromisingoptimality.
Despitethe savings, this exactalgorithmrunsout of memoryafter
justafew iterations.More aggressie pruningcouldimprove scal-
ability, but producesnon-optimalplans. Amato et al. adaptedan
epsilon-pruningechniquehatmaintainsanerrorboundontheloss
of valueresultingfrom the pruningprocesgor DEC-POMDP{1].
But evenwith suchpruningtechniquesit is dif cult to solve prob-
lemsthatinvolve alarge numberof possibleobserations,because
the numberof joint policiesgrows exponentiallywith the number
of obsenrations.

Someeffective heuristicmethodshave beendevelopedto select
aboundedsetof policiesin eachstep,andto usethis selectiorpro-
cessto constructpoliciesfor the next step[14, 11]. Amongthese
approachesthe MBDP algorithm hasbeenparticularly success-
ful, makingit possibleto solve problemswith very large planning
horizonsfor the rst time [11]. We presenta disciplinedapproach
for reducingthe numberof obserationsusedin policy trees,and
demonstrateurapproacton MBDP. Theresultingplannerextends
previouswork by SeulenandZilberstein,whichintroducedatech-
niquefor ignoring obserationsthatarelessprobable[11]. Unlike
thatheuristicmethod our approachs guidedby thevaluelostasa
resultof meging certainsetsof obsenations.

Therestof the paperis organizedasfollows. Section2 de nes
thedecentralized?OMDPmodelanddescribeshekey existing so-
lution techniquesln Section3 we describeour algorithm,whichis
basedon MBDP with the addedobseration compressiommethod.
We shawv how to minimizethelossof valuethatresultsfrom meg-
ing obsenrations. Section4 analyzeghe characteristicef the new
algorithmandestablishesn errorboundon the solutionit returns.
In Section5 we reporttheresultsof anempiricalevaluation,shawv-
ing signi cant improvementin solutionquality comparedvith the
bestexisting method. The value-driven approachandthe associ-
atederror boundhelpimprove the performanceand robustnesof
DEC-POMDPsolutiontechniquesWe concludewith adiscussion
of the contritutionsof thework andfutureresearchdirectionsthat
canexploit value-basedbsenationcompression.



2. DECENTRALIZED POMDPS

We sstudytheobsenrationcompressioproblemwithin theframe-
work of decentralized®OMDPs[2]. While the resultswe present
arevalid for ary numberof agentsfor the sale of clarity, we for-
malizethe problemfor two agents.A two agentDEC-POMDPIs
de ned by thefollowing tuple:

, thesetof domainstates
, theinitial belief state(statedistribution)

and , the setsof actionsfor eachagent( de-
notesanactionof agent)

, thetransitionmodel: is the probability of
transitioningto state  given the previous statewas and
actions and weretakenbyagents and respectiely

, therewardfunction:
for takingactions and

and |, thesetsof obsenationsfor eachagent

, the obsenation probabilities: , the
probability of agents and seeingobserations and
respectiely whenagent takesaction andagent takes
action , causinga statetransitionto

, thehorizon,or numberof stepsjn the problem

istheimmediatereward
in state

At eachstep,eachagentchoosesnactionbasedn its own ac-
tion andobsenration history The goalis to createjoint plansthat
maximizethe cumulatize reward over some nite horizon.

We referto the mappingfrom anagents historyto anactionasa
policy, andusetreesto represensuchpolicies. For example Figure
1(a) shavs two policies,P andP . With policy P , theagent rst
takesactionA andthen,dependingon the obseration, movesto
asubtreahatdetermineshenext action.

In the caseof single-agenPOMDPs,it is possibleto adoptan
alternateview of a policy andrepresenit asa mappingfrom a
belief stateto an action. Eachagentcan maintaina belief state
that canbe revised after eachactionusing standardBayesianup-
dating, basedon the action taken and obsenation that the agent
receves. The agentcanthenselectthe bestaction, given this be-
lief state.Maintainingbelief statesn the multi-agentcaseis much
morecomplicatedpecauseachbelief statedepend®nthehistory
of actionsand obsenationsaswell asthe agents beliefs regard-
ing the policiesof the otheragents Gmytrasiavicz andDoshihave
developeda multi-agentplanningapproachhatis basedon main-
taining nestedbelief states[4]. Belief statesare nestedbecause
eachagents beliefsinclude the beliefs of otheragents,which in
turnincludethebelief of this agent.

Action policiesthatarebasedn historiesof obsenationsallow
usto avoid the compleity associatedvith nestedbeliefs. In our
case,an agents policy is expressedn the form of a tree. Each
nodeof the tree corresponds$o an action, and eachbranchto an
obseration. Therootof thetreecorrespondso the rst action,and
thetreeis traverseddownwards. Note thatthe numberof possible

policy treesis of the order per agent. This explains
why effective pruningis crucialin DEC-POMDPalgorithms.
Certaintypesof pruning that have beendevelopedfor single-
agentPOMDPscan be generalizedto the multi-agentcase. In
particular thereare a numberof efcient point-basedalgorithms
for POMDPsthat evaluatedifferentpoliciesat selectpointsin the
belief space[8, 13, 15, 12]. In the DEC-POMDPcase,the poli-
cies of the other agentsdetermineboth the value and the likeli-
hoodof eachbelief point, afactthatcomplicategshegeneralization
of thesePOMDP algorithms. Other POMDP techniquesnvolve

Figure1: (a) Two policy trees.(b) The resultof a full-backup of
the policy treesshown in part (a) is 24 newtrees.Only the trees
rootedin  areshawn. (c) Theresultof running CompressObs
and then a partial backup. Here and subpolicies
of and areforcedto bethe same.

value-directeccompressiorof the POMDP statespace[9]. Hoey
andPoupartaggr@ateobsenationsin a one-dimensionabbsera-
tion spaceandextendtheir techniqueby samplingbelief pointsin
amulti-dimensionabbsenrationspacg6]. Althoughthistechnique
is applicableo POMDPsijt is notclearhow to extendthetechnique
andhow to samplebelief pointsof DEC-POMDPproblems.

Someuseful pruning techniquesor DEC-POMDPshave been
developedalready Hansenet al. have developedan optimal dy-
namicprogrammingalgorithmthatpruneamary uselesgolicies[5].
During the planningprocesseachagentmustchoosepoliciesthat
have high value basedon any policy the otheragentmay use. To
formalizethis, they de ne abelief state, , for anagentasthe
probability that the systemstateis andthe otheragentwill use
policy . Thevalueof anagents beliefis then:

which representshe maximumthe agentcanachie/e givenits set
of policiesweightedby theprobabilitythatthetruestateis andthe
otheragentusespolicy . Becausehe probability distribution of
theunderlyingstatedepend®n the policiesof the otheragentand
we assumeno prior knowledgeaboutthe otheragent,all policies
that may contritute to this maximummustbe retained. Policies
thatdo notcontrituteto themaximummayberemoved,or pruned
While thismethodguaranteethatanoptimaltreewill befound,the
setof treesmay be very largeandmary unnecessartreesmay be
generateclongtheway. Becausef this, it requiresanintractable
amountof memoryfor ary but thesmallestproblems.

Figurel1(b) shawvs theresultof a full-backupwherepruningdid
not eliminateary policies. Policy TreesP andP arerepresented
within the squaresA full backupwill generatevery possibleac-



Algorithm 1: The MBDP-OC Algorithm (IMBDP [9] with
Value-Base®bsenration Compression)

begin

maxnumberof treesbeforebackup
maxnumberof obserationsfor backup
horizonof the DEC-POMDP
pre-computdneuristicpoliciesfor each
initialize all 1-steppolicy trees
the setof actionsavailableto eachagent

fort=1to T do
choose andgeneratdelief state
for eah agent do

for ead action do
CompressObs( )
PartBackup( )
empty
for k=1to do
choose andgeneratéelief state
foreach do
| evaluateeachpair wrt
addbestpolicy treesto and
deletethesepolicy treesfrom and

sglecibestjoint policy tree  from
return

end

tion and obsenation sequence.Note that only the new policies
rootedin action  areshawn. In this casewith 3 possibleobser
vations,3 actions,andtwo previous policies,a full backupwould
generate or 24 new policies.

Amato et al. [1] pruneadditionalpolicy treesthroughepsilon
pruning. At eachstep,a full backupis performedjust asin [5].
Thena setof policiescalledtheundominatedetis iteratively con-
structed. A policy is addedto the undominatedsetif thereexists
a belief stateaswell asa policy for the otheragentssuchthatthe
new policy exceedsthe value of the currentundominatedset by
morethanepsilon.A linearprogramis usedto implementthis step.
The epsilonpruningtechniquethusproducessolutionswith aner
ror boundof ,Where isauserspeci edparameteand isthe
numberof timesthatepsilonpruningis performedperhorizonstep.
This workswell in domainswith a small numberof obsenrations.
But in domainswith a large numberof obsenrations,the number
of new policiesgeneratedbeforepruningwill beexponentialin the
numberof obsenrations. This motivatesthe developmentof addi-
tional pruningthatspeci cally targetsthe numberof obsenations.

3. THE MBDP-OC ALGORITHM

In this sectionwe presenburalgorithmin detail. Theoverall so-
lution techniquds basedn modifying the IMBDP algorithm(Im-
proved Memory-BoundedynamicProgramming)wvith thevalue-
basedbsenation compressiortechnique Hence theresultingal-
gorithmis called MBDP-OC (MBDP with Obsenration Compres-
sion). We rst describethe MBDP-basedalgorithmandthenthe
value-basedbsenrationcompressiomprocedure.

3.1 The Modied MBDP Algorithm
MBDP and IMBDP have proved to be very effective in solv-

ing nite-horizon DEC-POMDPs[11]. They accomplishthis by
limiting the numberof treesretainedat eachstepto a prede ned
constant . At eachstep,a belief stateis selectedisinga
heuristic. Thenthe bestjoint policy is selectecandremoved from
consideration. Then a new belief state(or the sameone)is se-
lected,andthenthe processs repeatedintil eachagenthassaved
policies. Thus, at eachstep,a full backupproduces
only new policies. SinceMBDP is a bottomup
planner(thatis, it startswith thelaststepandworksits way back-
wards),the selectecbelief statecanbe the resultof runningsome
reasonablgoint policy (suchastheunderlyingMDP) from the rst
stepto the currentstep.Noting thattheresultis still exponentialin
, the authorsthenlimit the numberof possibleobserationsto
aconstanthatthey term . IMBDP selectshe mostlikely
obserationsfrom heuristicallydeterminedelief statesandit only
backsup policy treeswith thoseobsenations. They termthis pro-
cessa partial badkup Completepoliciesarethen™ lled up" with
themissingobsenations, by selectinghebestavailablepoliciesfor
theseobsenrations.Thus,for instancejf a partialbackupwererun
for thepoliciesshovn in partA of Figurel, anda of two
wereusedonly 12 new policieswould begenerated4 for eachroot
action. Althoughthis procesds quick comparedo a full backup,
theerroris only boundedor the heuristicallyselectehelief state.
Theerroris givenby:

where isthehorizonof theproblem, istheprobabilityof recei-
ing one of the remainingobsenrations,and s the reward func-
tion. In IMBDP, the probabilitiesof theseobsenationsaretaken
into accountput not theirvalues.

3.2 Value-BasedObservation Compression

Wenow presenthevalue-basedbsenationcompressiomethod
(the CompressObg\lgorithm), which reducesthe complity of
the backupprocesshy meging pairs of obsenationsin eachiter-
ation. We presentthis obsenation compressiommethodasa tool
that canbe usedby bottom-upplanners.We usethe MBDP plan-
ner as an example of a plannerthat can be augmentedy using
this algorithm. The augmentedEC-POMDPsolution methodis
MBDP-OCdescribedn the previous section.

DuringthebackupprocessMBDP-OCoperatesn asimilarman-
nerto IMBDP in seekingto limit the numberof obserationsand
policies consideredor backup[11]. Recallthat eachbranchof
a new policy tree correspondgo an obseration. In contrastto
IMBDP, thepartialbackupin MBDP-OCseekdo reducethe expo-
nentialgeneratiorof new policiesby forcing differentbrancheof
the new root policiesto containthe samesubtreesThedistinction
canbe seenin Figure1(c). IMBDP (notshavn in the gure) se-
lectsthe mostlikely obsenations, nds all combinations
of subpoliciedor thoseand lIs in all remainingobsenationswith
asinglepolicy. MBDP-OC, by contrast, nds groupsof
policies, andin the backupprocessorcesall obserationsin the
samegroupto have the samesubpolicies.Thus,the key modi ca-
tion to IMBDP (asshawvn in Algorithm 1) is just beforethe partial
backup. In MBDP-OC, the procedureCompressObss calledto
determinehow to grouptheobsenations. Thegroupingsarestored
inaset ,where isasetoftuples( , ). Each isasetofob-
senations,andeach is anerrortermassociatedvith obseration
group . We call the backupprocedurethat performthesecalcu-

lations to distinguishit from the partial backupin
IMBDP.

Let be the numberof distinct subtreeghat the user
desiresand be the limit on the numberof obsenations.



Algorithm 2: CompressObs( )

input : Agentnumber , beliefstate , rootaction
subpolicies and , andobsenation limit

, asetof tuples ,whereeach is asetof
obserations,and istheerrorintroducedby
memging the obsenationsin

output:

begin
for eadh observation , ead policy ,andead
and do
Precompute
| Keeptrackof bestpolicies

while do

return
end
Wethenhave policiesbeforebackupand  actionsso
we generate new policy treesfor eachagent

at backup. Theimplementatiorthenfollows [11] by selectingthe
bestpoliciesto retainfor thenext backup.

Thequestiorthenbecomeswhichobsenationsshouldbemeiged
together suchthatforcing themto containthe samesubtreegloes
not producea large error? In orderto answerthat, we needto in-
troducethe following notationandde nitions. We needto express
howv muchvalueis lostby memgingtwo obserations(or two groups
of obsenations). Intuitively, the meigedobsenration pair will pur
suethe subpoliy thatworks bestfor its componenbbsenations.
Thevaluelostwill beafunctionof thevalueof the chosersubpol-
icy, thevalueof theoptimalpolicy for thecomponenbbsenations,
andthelikelihoodof receving the obserations.For easeof expla-
nation,we begin ourde nitions with thesingleagenttase andthen
generalizéhemto the multi-agentcase:

. The policy treesfor agenti. During the backuppro-
cessthesepolicy treeswill becomesubpolig subtreesThrough-
outthispapemvewill oftenreferto agenericsinglesubpolig for
agent as

. Theset has members.

. Thevalueof following subpoliy  aftertaking
action andreceving obseration in belief state .

. The bestsubpoliy

available,aftertakingaction andreceving obsenation .

. Thevaluelost if

subpoliy istakeninsteadof the bestavailablesubpolig.

. Thelossof
following a singlepolicy  for thegroupof policiesin . Each
lossis weightedby the probability of the obsenation.

. The Weighted
Lossof following the bestavailable single policy for the group
of policiesin

Our notationis someavhat uniquein that we always evaluate
given . For a standardPOMDR one could have de ned
anew belief state giventhataction wastakenand wasob-
sened from belief state , but this notationwould not scaleto the

multiagentcase.Noneof thesetermsvaluethe immediatereward
achievedthroughactionin beliefstate , however, they all compute
the probabilitiesof new belief statesonceaction is taken and

is obsered,andthey nd subpolig valuesin the new belief state.
This is necessanpecauseour pruning processrequiresonly the
value of subpolicies.Whenwe backup,the root actionis already
given,andtherootreward cannotbechanged.

We useclassicPOMDPmethoddo evaluate . Since
we startedat belief state , tookanaction andrecevedanobser
vation , this de nes a new belief state,which we will call
We canthenevaluate

the probability of beingin eachstatetimesthevalueof for that

state.Thevalueof for state isrecursiely computed.

where is therootactionin the policy, and is thevalue
of continuingthepolicy in state .

We use to denotethe subpoliy for agent with the
highestvalue,giventhataction wastakenfrom beliefstate and
then wasobsered.

In thede nition of , thedifference

is thevaluelost by choosinga singlepolicy  (insteadof theideal

) afterreceving theobseration . Wethenweightby theproba-
bility of observing andcall theresultourweightedoss,whichwe
abbreiate . Thisweightedlosscanbe usedto denotethe sum
of thevalueslost by choosingonesinglepolicy for awhole group
of obsenations,ratherthanthe bestpolicy for eachobseration.

The value of the bestsingle policy for the obserationsin is

. Thisis the cumulatize valuelost if we areto groupall the

obserationsin together

For the multiagentcase we changethe actionsto joint actions,
andpoliciesto joint policies. The following notationusesthe 2-
agentcasefor easeof explanation put is easilyextendedo multiple
agents.

is the value of following joint policy
aftertakingjoint action andafterthe agentse-
ceiveobserations and in beliefstate .

Whentheargumentso
areclearfrom context, asbelow, we mayjustreferto it as

As seenabore, we mustconsiderall possibleobsenations,ac-
tions,andpoliciesof theotheragents Thelosstermis modi ed to
bealossfor a x edaction,obsenation,andsubpoliy of the other
agent.Similarly, weightedlosstermsaremodi ed to sumover the
obsenration probabilitiesof the otheragent,andto nd theworst-
caseactionsandsubpolicieghatthe otheragentmaytake basedn
theseobsenrations.



The last de nition meansthat our algorithm will considerall
otherpoliciesof the otheragentwhendecidingwhich obserations
to memge. Thisissueis discussedurtherin the conclusions.

Theobsenrationcompressioprocesstself is displayedn Algo-
rithm 2. As the gure shaws, the processcanbe packagednto a
functioncall, andthuscanbeseamlesslyntegratedwith IMBDP, or
indeedary policy treebasedalgorithm.Unlike SeulenandZilber-
stein,wedon't forcetreesto follow asinglepolicy afteranobsena-
tion; rather we seekto considemnwhich obserationswe canmeige
with a minimum loss of value. To do this, we assumewe arein
thebackupprocessandwe aregiventheroot actionfor somenew
setof policies. We precomputehe value of eachof the existing

subpoliciesfor eachobsenationandpossiblepolicy of
the other Possiblepoliciesof the otherincludethe setof root
actionsaswell asthe setof existing subpoliciesfrom
the previous step. Now thatwe have the valuefor eachsubpolig,
we identify the bestsubpoliy, aswell asits value. We construct
atableof losseswhich identi es the valuelost by eachsubpolig
if the agentshouldfollow that one insteadof the best,given the
obserationandthepolicy of the other

We weigh this loss of value by the probability of receving the
obseration. For eachof the subpoliciesof the current
agentwe nd theweightedoss( ) introducedby usingthatone
subpoliy for the memging of two groupsof obsenations,whichis
thesumof thelossfor eachobsenrationin thegroup,for all possible
policiesof the otheragent. Thusthe of the set
of obsenations is the summationof the weightedlossesfor all
membersof the combinedsetwhile usingthe bestpossiblesingle
policy. Thealgorithm nds for eachpair of groupsin , and
meigesthetwo groupsthatintroducethe smallesiamountof loss.

Ourcompressiorlgorithmiteratively compressegroupsof ob-
senations. It startswith obsenations,andselectswo groups
of obserationsto compressogethemwhile minimizingtheweighted
loss. In the rst iteration,eachobserationin  is its own group.
In successie iterations,we continueto meige groupsof obsera-
tions, until thereare only obsenrationsleft. Note that
sincewe cancomputealossboundfor eachiteration,we canselect
to iterateuntil a certainlossthresholds achieved.

4. ANALYSIS OF MBDP-OC

In this sectionwe discussthe running time and spaceusedby
MBDP-OC, aswell asits error bounds. We shav thatin certain
specialcasestheerrorintroducedwill below. In thegenerakase,
we will shav a looseerror boundthat dependson the worst pos-
sible choiceof the otheragent. This errorboundis computableso
ary algorithmthatusesthe valuefunctionspresentedn this paper
canbemodi ed to terminateafterits errorreaches predetermined
threshold. We rst discussrunningtime and spacefor Compres-
sObs.

THEOREM 1. For thetwo agentcase therunningtimeof Com-
pressObss , andthe spaceusedis

PrROOF. We examineeachcomponenbf the algorithm. First,
all subpoliyy valuesarecomputedandstored.This occursfor each
subpoliy of the currentagent, for eachsubpoliy of the other
for eachinitial actionof the other andfor eachobsenration vec-
tor. This takes time and space. |dentify-
ing the bestpoliciesis just a matterof scanningthis list. Loss
terms can be precomputedn a similar operation,and againre-
quires time andspace Thealgorithmthen
entersa while loop whereit iteratively shrinks  from down
to . Thereare iterationsof this. Within

the while loop, weightedlossesarefound andstoredfor eachpair
of groupsof obserationsin  (thatis, for eachpossible ,
requiring storage). Eachmeiged group hasat most
obserations,andthereare possiblepairs,andwe know

. Thusthereareanorderof computation®f . We
only keeptrack of the identitiesof the bestgroupsto meige, so
no additionalstorageis required. The computationof itself
merely looks up joint policy valuespreviously storedin MBDP.
Since is referencedor eachpossibleactionandsubpoliy of
the other agent,and since this occursin a while loop, the total
time spentnding functionvalues,ncludingthewhile loop, is

). O

Althoughin this paperwe analyzeCompressObsas written in
Algorithm 2, in practice,dependingon the domainrequirements,
it may not be desirableto designthe algorithm aroundthe worst
case.In essenceCompressObsomputesonline error boundsby
consideringthe otheragentasa limited adwersary so it computes
a stratgyy for suchan adwersaryfor eachobseration. In practice,
it may not be necessaryo do this, andindeedan expectationover
eachobsenationwould be moreaccuratehanmerelyboundingits
worst-case.

Therestof this sectionis devotedto ananalysisof thejoint value
lost by runningMBDP-OCin comparisorto the MBDP algorithm
thatrunsafull backup.For the MBDP classof algorithms,de ne
a belief states “best available policy” at a certainhorizon asthe
bestpossiblepolicy treewhosesubtreesonsistof the policiesthat
MBDP saved on the previous horizonstep. This is not necessarily
an optimal policy, becauseMBDP only saves policies
perstep.

SinceMBDP-OC s anintegrationof Obseration Compression
with the MBDP algorithm, we will seethat it inherits its error
boundsrom theMBDP approachIn particularwe prove nobounds
on the selectionof the MaxTrees,we only prove the error that
obsenration compressiorintroducesafter that. At eachstep,this
senes as an error boundon the heuristically chosenbelief state.
In addition,wereobsenrationcompressiono be megedwith other
policy-tree basedalgorithms[1,5], the methodologyin the proofs
belav could beadaptedo thosealgorithmsto produceanabsolute
errorboundfor all belief states.

We startwith a lemmathat saysthat if MBDP-OC iteratively
meigesan obseration into largerandlarger sets,onecan nd the
total errorintroducedfor this obsenation by merelyexaminingthe
erroronthelastmemge. Thatis, theerrordoesnot accumulate.

LEMMA 1. Suppos¢hatthesetsof observations and are
meged by the above algorithm. Thetotal value lost dueto the
megingof and  only dependson the component®f and

, hotonthevaluelostduring theformationof — and

PrROOF. The basecaseis trivial asthe obserations have not
beenpreviously memged. Note that the value lost dueto the ob-
senation compressiorprocesss the differencebetweenvalue of
the bestavailable policy andthe value of the bestpossiblepolicy
oncethe obsenrationsare meged. This notion is capturedin the
de nition of thelossterm:

For theinductive casewe nd abestpolicy thatminimizesthe
weightedsumof thelossof all obserations where

Astheabove valuedifferenceequationindicatesthevaluefor each
obsenration only dependson the value of the bestpossiblepolicy
andthe value of the selectedpolicy, and not on previous meiges.
Therefore the errordoesnot accumulatevith the valuelostin ary
previouscompression. [



We now developthepropertiesof aspecialkcasewhere
is greaterthanor equalto the numberof . SinceMBDP
is capableof runningwith , this settingis certainly
possibleandsometimeslesirable.

ProPoOsITION 1. If , then is a best
availablesubpolicyfor all of the observationsn

PrROOF. Thede nition of consistof sum-
mationsandmaximumsof termsof form

Theloss is alwayspositive, sinceby de nition of  thevalue
of ary policy given an obseration cannot exceed . Sincethe

obsenration probability is always positive aswell, andthe sumof
all thetermsmustbe zero,theneachindividual term mustbe zero
for thetheorenconditionsto hold. Thuswe donotneedo consider
the nonzeroobsenration probabilities. Unrolling the summation,
we areleft with the sumof severaltermsof the form:

where s the selectedpolicy that makesthe theoremprecondi-
tionshold, and is the obseration in thatterm. Thus must
equal in value, given this belief state,theseactions,and this
obsenation. Since hasthe samevalueasthe bestavailablesub-
policy for all the obsenrationsin beliefstate , for all actionsof the
other then is abestavailablesubpolig for policiesrootedin
for all of theobserationsin  whilein beliefstate . [

ProPoSITION 2. Whenwe applythe MBDP-OC algorithmto
a POMDP problem, if , thenMBDP-OC
constructghe samebestavailablepolicy treeasMBDP.

PrROOF. Note that the algorithm can be run on a POMDP by
consideringthe problemto be a DEC-POMDPwherethe second
agentis restrictedto one policy, action, and obseration. MBDP
chooses belief state andgenerateshe bestpolicy treefor that
belief state. We prove that with MBDP-OC, the resultingvalue
lostin the obsenation compressiomprocesss zerofor belief state

. Note that a policy consistsof a root action, and eachsubtree
corresponds$o an obsenation. Thereare  subtrees.However,
sinceonly policieshave beensaved from the previous
step,only of thesesubtreesareunique.

Thepolicy for eachsubtreeof thebestavailabletreecontainghe
bestavailable subpolig. Sincethereare only unique
subtreesthismeans of thesubtreesreadupli-
cateof someothersubtree Take a subtreeunderpolicy branch
andsupposst is a duplicateof the subtreeunderpolicy branch
Clearly and arethe samepolicy. Thuswe
choosethis policy for  in computing ,
for ary choiceof

Since andweightedloss
cannot belessthanzero,the MBDP-OC algorithmselects and

(or someotherpair of obserationswhoseweightedlossis also
zero)for compression. [

Let be the setcontainingthe setsof compressedbsera-

tionsonthepolicy treerootedin action foundby MBDP-OC.Let
representheexpectedrewardof thebestoint policy

for belief state after MBDP performsafull backupandproduces
policy treesootedin  foragent. Likewise,let
be the expectedvalueof the bestjoint policy for belief state and
treesrootedin  afterMBDP-OC performsa partialbackupusing
thecompressedbsenationsin

THEOREM 2. Let
tionsin . Let

be the groups of observa-

Thenthere existsa correspondingpolicy treeproducedoy MBDP-

OC, which is rootedin  and containssub-policies
sud that

PrRoOOF. Each isthesubpoliy thatMBDP-OCassigngo the
obseration branch  in orderto minimize the error The par
tial backupin MBDP-OC producesall combinationsof assign-
mentsof subpoliciesfor , thuswe canbe assured

that mustexist if ary combinationof the
subpoliciegetainedfrom the previous MBDP stepsatis esthein-
equality

For theerrorterm,we performinductionon the numberof poli-
cies and actionsavailable to the other agent. For the basecase,
whenthe otheragenthasjust onepolicy andactionavailable,we
have seenfrom Lemmal thatthe errorintroducedwhenCompres-
sObscreateseach is a function of the error introducedwhen
it performedthe last mege that created , and not on previous
meges.Examiningthis error, for each , Xing thepolicy of
the otheragentmalkesthe errorintroducedby choosing  simply
the differencebetweenthe bestpolicy it could chooseversusthe
policy it doeschooseor each

The contritution of eacho to the total error mustbe weightedby
its probability andthusthecontritutionof  to total erroris

and sinceno obsenration is in two different sets,the total error;

, is the sumof the contrikutions of its components.
For the inductive case assuminghat the theoremholdswhenthe
otheragentspolicy is limited to rootactionsaddinganother
root actionchoicefor the otheragentmeanshatthereis onemore
possiblejoint actionat the root (only one,since is x ed),and
onemorebelief statemustbe consideredvhenanalyzingthevalue
of joint subpolicies.The possiblelossof valuefrom MBDP must
be analyzedseparatelyor this belief state. If is
larger for this belief statethanfor others,thenit is the new error
boundandthetheoremholds.If not, thenby theinductive hypoth-
esisthetheoremholds.

The inductive caseon the numberof subpoliciesof the other
agentis similar. Adding anothersubpoliy  to the otheragent
means mayor maynotbelargerthantheweighted
lossesof existing subpolicies. If it is larger, it contritutesto the
maximumweightedlossandthe theoremholds. If not, the induc-
tive hypothesisaysthatthetheoremholds. [

COROLLARY 1. Givenabeliefstate , in theworstcase MBDP-
OCloses periterationin comparisorto
MBDP.

PROOF. The previous theoremboundsthe lossby MBDP-OC
in comparisorto MBDP for policy treesrootedin a singleaction.
Thereis a bestjoint policy producedoy MBDP-OC, andthatjoint
policy is rootedin anaction , andthejoint expectedreward lost
by MBDP-OCversusMBDP for thatactionis .og



Figure 2: Box PushingDomain.

MaxObs=2 MaxObs=3
horizon || IMBDP | MBDP-OC | IMBDP | MBDP-OC
1 -2 -2 -2 -2
5 51.6 69.1 79.1 72.3
10 71.3 88.6 90.9 103.9
20 55.2 127.2 96.0 149.8
50 47.8 221.7 80.8 278.7
100 38.2 350.4 72.8 503.8

Table 1. Comparison of IMBDP and MBDP-OC on the Re-
peated Box Pushing Domain with various horizons. The al-
gorithms were run with MaxTrees= 3. Resultsare shown for
MaxObs= 2 and MaxObs= 3.

5. EXPERIMENTS

Marny of thecommonDEC-POMDPbenchmarkproblemssuch
asthemulti-agentroadcasthanne(MABC) andmulti-agentiger,
have 2 obserations. In orderto testthe MBDP-OC algorithm, it
washecessaryo usemorecomplex domainswith morethan2 ob-
senations. Olviously, with 2 obsenrations,the MBDP-OC algo-
rithm doesnotdo ary compressiorandit devolvesinto the MBDP
algorithm.

The rst larger problemthat we selectedwas the Cooperatie
Box Pushingdomain[7], presentedn Figure?2. In this domain,
agentsarerequiredto pushboxesinto a goalarea. The variantwe
usedinvolves2 agentseachof which canbelocatedon4 squaresf
thebottomrow of a 3x4 matrix,andeachagentcanhave 4 possible
orientationgfacingup, down, left or right). Therearewalls below
andto theleft of the matrix. In front of theleftmostandrightmost
locationare2 smallboxes. A large, 2-squarebox is in front of the
middletwo locations.Theagenthave 4 availableactions turn left,
turn right, move forward, or stay Eachactionhasa .9 probability
of successThey canreceve 5 possibleobserationsof whatis in
front of them: empty wall, otheragent,smallbox, or large box. If
anagentmovesforward, anda smallbox is in front of it, the box
will be pushednto thetop row. If bothagentspushthe large box
atthe sametime, it is pushednto thetop row. A rewardof 10is
recevedfor pushingasmallboxinto thetoprow, andacooperatre
rewardof 100 (50 peragent)is recevedwhenbothagentgpushthe
large box into the top row at the sametime. A penaltyof 5 is
receved for bumpinginto a wall or trying to pushthe large box
alone,and a penaltyof 6 is receved eachtime it bumpsinto the
otheragent.

Eachtime a box is pushedforward, the goal stateis entered,
andthe problemresets.Theinitial stateof the problemis with the
agentsat coordinateg3,1) and (3,4), facingupwards. In orderto
male the problemmorechallengingandto enhanceherole of ob-
senations,we would have the agentstransitionto a randomstate
whenthe problemresetsitself. Thus, for instanceagentl could

Algorithm | MaxObs | Time(s)
IMBDP 2 29.9
MBDP-OC 2 31.7
IMBDP 3 459.0
MBDP-OC 3 469.9

Table 2: Running time per horizon step for the IMBDP and
MBDP-OC algorithms on the Box Pushing problem. Results
arein seconds.

nd itself facingthe backwall andneedto turn around. Thereare
96 reachableon-goalstatessincethe domainforcesagentl to be
left of agen®2. Thereare4 possiblegoalstatesvhichresetheprob-
lem. We ranthe experimentswith parameters and
tried aswell as . Resultsaredisplayed
in Tablel. WeranIMBDP with thesameparametersandreportre-
sultsfor comparisonBesidedMBDP, we know of no othersolver
in theliteraturethatcanproduceasolutionfor DEC-POMDPprob-
lemsthis large. Theresultsshav thatthe valuefunctioncomputed
by MBDP-OC producesmprovedpolicies,for both

aswell as . Runtimesareshavn in Table2. Thereis
asmalltime penaltyfor runningMBDP-OC.However, theprogram
still spendghe majority of its time in the classicMBDP portion of
the algorithm,whereit mustevaluateall possiblecombinationsof
generatedoint policiesin all possiblestates,in orderto pick out
the policiesto retainfor the next step.

We next choseadomainthatshouldbemorefavorableto IMBDP
thanBoxPushing.Weranona instanceof the Meetingin a
Grid problemintroducedby Bernsteiretal. [3]. In ourimplementa-
tion of this problem,agentsstartin oppositecornersof a grid.
Eachagentcanmove eitherup, down, left, or right. We chosefor
the chanceof a successfulctionto be 60%, with a 15% chanceof
moving in eachperpendiculadirection,a 5% chanceof not mov-
ing at all, and a 5% chanceof moving in the oppositedirection.
Thereis an obstaclein the centersquare,and the agentscannot
move there. Eachagentreceves obserationsasto whetherthe
squaredo the left, right, above, or belov eachagentareblocked.
With the obstaclein the middle, andthe grid beingblocked at the
borders thereare 6 legal combinationsof obserations. Thusthe
domainhas6 obsenations. Obsenationsare 100 percentreliable.
Whenthe agentgeachthe samesquarea reward of 1 is receved,
andthe problemrepeatsitself. This domainshouldbe more fa-
vorableto IMBDP, sinceits weaknessthe fact that it choosesa
singleactionanddoesnot explore the policy spacefor improbable
obsenrations,is largely irrelevantin this domain. In this domain,
the MBDP plannerstypically pick a squareto meetat (they pick
thisimplicitly, throughthepoliciesthey chooseo retain),andonce
this is done,thereis a clear single choice of actionfor eachob-
senationin thedomain.MBDP-OC, by contrasthasits weakness
exposedjn thatit maynotbecorrectto considerthe samepolicies
for groupsof obsenrations. It canonly be sared by usingits value
function, to assurehatits memge operationswill beasharmlessas
possiblegiventhelikely state.If it cando this successfullyit may
be ableto outperformIMBDP becauset can morefully explore
the policy space. Experimentswvererun with
and . Resultsareshawvn in Table3. Indeedwe see
thatunderthisdomain,IMBDP wasableto attainmorecomparable
results. Still we nd MBDP-OCto have a smallbut persistentd-
vantage.Runtimefor IMBDP was76.4 secondger horizonstep,
andfor MBDP-OCit was83.36.



horizon | IMBDP | MBDP-OC
1 0.0 0.0
5 41 47
10 1.01 1.04
20 2.01 2.38
50 5.30 6.38
100 11.6 13.0

Table 3: Comparison of IMBDP and MBDP-OC on the
Meeting in a Grid problem.

6. CONCLUSION

Wepresenavalue-basedbserationcompressiotechniquehat
helpsreducethe spaceand runningtime of nite-horizon DEC-
POMDP algorithms. Onekey contrikution is the developmentof
aprecisemeasuref thevaluelost whendifferentobserationsare
groupedtogether This allows usto meige obsenationsthat lead
to minimal loss of valueandassignall the membersof the group
the samepolicy. Onecanthink of this asan abstractiortechnique
thatcreatesateyoriesof indistinguishablebsenations. Oncethe
categoriesaregeneratedtheagentno longerdistinguishedbetween
differentobsenrationswithin eachcateyory. This in turn helpsto
simplify thepolicy constructiorprocess.

Theactualbene tsof thisobsenationcompressiotechniqueare
evaluatedby integratingit into MBDP, aleadingsolutiontechnique
for DEC-POMDPs.We performa rigoroustheoreticalanalysisof
the resultingalgorithm and provide error boundson the approxi-
mation.Empirically, theresultingalgorithm,MBDP-OC,performs
well. It is ableto generatebetterjoint policiesthanary existing
plannerfor nite-horizon DEC-POMDPson domainswith several
obsenrations.

Value-basedbserationcompressiolis applicableo ary policy-
tree basedalgorithm, not just MBDP. For instance optimal plan-
nersthat producea boundederror, suchas epsilon pruning[1],
could bene t from compressingpbsenationsuntil a certainloss
thresholdis exceeded.In this paper the compressiomprocessvas
run on a particularbelief state,andthe resultinganalysisbounded
thevaluelostfor thatbelief state.This canbe extendedo a global
error boundfor any belief stateby computingthe error boundfor
eachunderlyingsystemstateandthentakingthe maximumvalue.

Anotherfuturedirectionfor thiswork will includeamorecareful
consideratiorof thelikely policy of the otheragent.In this paper
the policy generationprocessconsideredall possiblepolicies for
the otheragentequally In fact, it is moreimportantto consider
policies of the otheragentthat arelikely to generatehigh value.
Futurework will includesamplingor otherwisepredictingthepol-
icy of theotheragent,sothateachagentcanusethis knowvledgeto
guideits own policy generatiorprocess.Now thatthe policy gen-
erationprocesss not exponentialin the numberof obsenationsin
the domain,the largestsourceof computationatompleity is the
merefactthateachagentieedso considereachpossiblecombina-
tion of policiesfor all of theotheragentslf thislastlargesourceof
compleity were mitigated,future plannerswould be ableto pro-
ducegoodsolutionsfor muchlarger DEC-POMDPdomains.
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